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Abstract

In this paper I will discuss some issues with the current Java memory model and how they effect compiler optimizations and code execution on high performance microprocessors.  For each problem area, I will outline the main concerns and what changes need to be made to address them.

Intro

Contrary to popular belief, Java is much more than a programming language.  The specification actually encompasses a language, a byte code representation for compiled code, and a virtual machine for executing byte codes.  As a result of this breadth of coverage, Java lays out a detailed memory model for how data flows through a program
.  Most programming languages do not specify a memory model in detail, leaving it up to implementers to make key decisions for the platforms they are targeting.  It is nonsensical to talk about a single “C++ Memory Model” – it is not mentioned in the C++ standard and is dependent on the compiler and platform used.  One of the main reasons that Java has a single standard memory model is because the language includes the notions multithreading and synchronization.  

On one hand, this is a blessing since programmers need only learn this single method to effectively use threads regardless of their target platform.  Compared to a language like C++ where multithreaded techniques are platform specific, this is a big win for programmer productivity, code portability, and taming the learning curve.  On the other hand, when there are problems with the thread and memory model specification they are far reaching since they potentially effect every Java implementation rather than just those on a particular platform.  

Research headed by William Pugh of the University of Maryland, College Park have brought to light several issues with the Java memory model as it relates to compiler optimizations, microprocessors, and multithreading
.  The problems can be broken down into three main areas: caching, coherency, and common idioms.

Caching Issues

Updating a variable that is shared across threads is a two step process in Java.  The value is first placed in thread local memory via the “assign” byte code and is then flushed to main memory with the “store” byte code.  The Java memory model does not require that a thread flush the results of assigns out to main memory on either thread termination or before starting a new thread.  Failing to do this could cause updates to be missed in the new thread case and completely lost in the thread termination case.

The thread launch case can be fixed by ensuring that a store is executed for each variable that is updated before the thread starts.  The thread termination case could be fixed by executing all stores just before the thread dies or associating a store with the last assign to each variable in a thread.  The latter approach would have better performance characteristics in some situations since multiple writes in a row cause pipeline stalls on some RISC microprocessors.  Both of these issues have been acknowledged as bugs in the current Java memory model and should be fixed in some future update.

Coherency Issues

The situation described in the previous section is typically referred to as coherency and is required by the Java memory model.  In a nutshell coherency means that “…for each variable in isolation, the uses and assigns to that variable must appear as if they acted directly on global memory in some order that respects the order within each thread”2.  This means that any the results of updating a shared variable in one thread should always be available to another thread using the same variable.  This requirement is independent of any other synchronization mechanism and is required for all methods in a program. 

While this is seems logically intuitive and necessary, it has deep effects that even the original specification author admits he didn’t realize2.  The most important effect is that coherency means that “reads kill”.  Consider this simple example2:


// p and q might be aliased


int i = p.x;


// concurrent write to p.x by another thread


int j = q.x;

 
int k = p.x;

Since p.x might be updated by another thread after the assignment to i, the value of p.x that is assigned to k must be read from main memory rather than using the locally cached value in i.   This requirement prohibits common compiler optimizations that would notice that p.x has not changed locally and reuse i rather than fetching the value from main memory.  In this light a read changes, or “kills”, the value of p.x and thus no locally cached value of a shared variable can be used as the source of an assignment.  

Disallowing this optimization can have severe impact on performance.  In preliminary tests with a highly optimizing research Java compiler
 the average slowdown on a group of Spec JVM98 benchmarks was over 10%.  The worst case slowdown was 44% and two programs increased in speed by 2% or less.

Another impact of coherency that effects both compilers and microprocessors that execute instructions out of order is byte code transformations on memory references.  If loads and stores are reordered, you must ensure that no combination of transformations will produce an illegal ordering that violates coherency.  Since this is a difficult, if not impossible, condition to test it pretty much prohibits any bytecode transformations of memory references.  Microprocessors that provide out of order instruction execution exacerbate this problem for the same reason.

This problem is not as easy to fix as the caching issues.  Compilers and Java virtual machines must be modified to ensure that coherency is adhered to.  Indeed, every JVM tested by Pugh that eliminated redundant loads violated coherency
.  A more ambitious approach is to change the memory model to eliminate coherency and address the specific situations where concurrent updates cause problems.  In [2], Pugh outlines a new model that does this.  He outlines dependencies that cause problems and proposes rules for dealing with them, none of which preclude the common compiler optimizations.  Additionally, he notes that the problem is with thread coherency, not processor coherency, and thus advocates adding the requirement of a write barrier on thread context switches.  This would ensure that all values are synchronized across processes without the drawbacks of that the full coherency model brings.

Common Idiom Issues

Another weakness of the Java memory model effects common tasks that Java programmers perform every day.  Consider this simple construction of an object:


p = new Point(3,4);  

in thread 1 and the use of p.x in thread 2.  The Java memory model does not require that that the writes initializing the point with the constructor values be sent to main memory before the write of the reference to the point p.  Thus thread 2 could receive uninitialized garbage, the default value, or the intended value of 3 in its use of p.x.  This also means that final members aren’t actually final until the constructor is completely finished executing, which thread 2 can’t really detect.  This problem does not effect only the construction of objects.  Any reordering of a field and reference update, such as aliasing objects after assigning a member variable or aliasing an array after changing an element, has similar consequences.

It is true that judicious use of synchronization can solve this problem in the general case.  This would require that every read of a member variable and construction of an object be through a synchronized method.  Unfortunately many of the existing classes in the JDK already violate this property, so the problem cannot be completely avoided unless the standard JDK libraries are changed.  This just goes to show that it’s easy to say “Don’t write programs with race conditions” but it’s not so easy to do.

The right way to fix this problem is to change the Java memory model to make object creation and initialization an atomic operation.  After an object is created on the heap a context switch cannot occur until the constructor is done executing.  This would ensure that other threads do not read objects that are created but not initialized and would alleviate the need for programmers to burden themselves with manual synchronization techniques.  

Another approach would be to for the memory model to require a write barrier after a constructor call.  This approach would work, but the large number of barriers required for creating large numbers of lightweight objects could have a significant impact on the performance of the program.

Pugh notes that no current Java implementations that he has tested seem to have the problems outlined in this section2.  That doesn’t preclude some future implementation though and is not a reason to leave this issue unaddressed in future versions of the Java memory model.

Conclusion

Java’s ambitious architecture has many dusty corners with problems that are not apparent until they are examined in excruciating detail by an impartial third party.  I’ve discussed three areas in which the Java memory model specification causes problems with compilers, microprocessor instruction execution, and programming with multiple threads.  The impact of these issues shows that specifying a runtime environment is just as difficult a task as programming language specification, if not more so.  
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